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Theories of international relations (IR) typically make predictions intended to hold across many
countries, yet existing experimental evidence testing their micro-foundations relies overwhelmingly
on studies fielded in the United States. We argue that the broad nature of many IR theories makes it

especially important to evaluate the extent to which their predictions hold across countries. To examine
the generalizability of IR experimental findings beyond the US, we implemented a preregistered and
harmonized multisite replication study, fielding four prominent IR experiments across a diverse set of
seven democracies: Brazil, Germany, India, Israel, Japan, Nigeria, and the US. We find high levels of
generalizability across all four experiments, a pattern further analysis suggests is due to limited treatment
effect heterogeneity. Our findings and approach offer important empirical andmethodological insights for
the design and interpretation of future experimental research in IR.

INTRODUCTION

I n recent years, scholars of international relations
(IR) have often turned to experiments to test the
individual-level “micro-foundations” of important

IR theories (Hyde 2015; Kertzer 2017). Given the
advantages of experiments in terms of causal identifi-
cation (McDermott 2011b), this approach has provided
valuable evidence about theories of international con-
flict (Tomz and Weeks 2013), trade (Chaudoin 2014;
Mutz and Kim 2017), nationalism (Powers 2022), and
immigration (Hainmueller and Hiscox 2010), among
others. Over time, a cottage industry has emerged to
further improve the internal validity of experimental
research, shoring up one of the method’s key
strengths.1

At the same time, a new wave of political science
research has focused on issues of external validity and
generalizability, questioning whether and how scholars
can extrapolate from a single study to different contexts,
populations, and measurement strategies (Egami and
Hartman 2023). Recent work has provided theoretical
foundations for these concepts (Egami and Hartman
2023; Findley, Kikuta, andDenly 2021; Humphreys and
Scacco 2020; Slough and Tyson 2023) and empirically
probedquestions such aswhether experimental findings
hold across diverse country contexts (Coppock and
Green 2015; Dunning et al. 2019a). Scholars of Com-
parative Politics have engaged in multisite replications
(Dunning et al. 2019b), and recent research in Ameri-
can Politics has combined large-scale replication pro-
jects with meta-analyses (Blair, Coppock, and Moor
2020; Coppock, Hill, and Vavreck 2020; Schwarz and
Coppock 2022).

The field of IR, however, lags behind these important
endeavors. To the extent that scholars have examined
the “generalizability” of IR experiments, they have
tended to evaluate findings from a single study in one
or several additional contexts (Renshon, Yarhi-Milo,
and Kertzer 2023; Suong, Desposato, and Gartzke
2020; Tomz and Weeks 2013), often introducing design
changes across countries and providing limited motiva-
tion for case selection. Existing multisite experiments in
IR are thus often unable to evaluate the extent to which
findings generalize to other countries.

Here, we define generalizability as denoting whether
existing findings—in this case, from a series of promi-
nent IR papers—“apply to other sets of individuals, to
other types of interventions, and in other contexts”
(Blair and McClendon 2021, 411). We focus on a form
of generalizability known as “C-validity” (Egami and
Hartman 2023), which captures whether findings
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extend to contexts (“C”) in which theories have not yet
been tested. More specifically, we examine the extent
to which replications of IR experiments in new contexts
produce statistically significant effects in the same
direction as the original results.2 Two notable aspects
of our work are thus the focus on direction of effects
(rather than magnitude) and our view of generalizabil-
ity as a continuum rather than a binary property of a
given finding.
Assessing the generalizability of IR findings is crucial

for remedying the mismatch between the predictive
scope of IR theories and the breadth of their underlying
evidence.Although the broad predictions of IR theories
make it particularly important to evaluate their explan-
atory power across different country contexts, the vast
majority of existing experimental evidence stems from
the United States, a country that is unusually powerful,
conflict-prone, and wealthy, and whose citizens are
particularly “WEIRD” (Western, Educated, Industrial-
ized, Rich and Democratic; Henrich, Heine, and Nor-
enzayan 2010b). It is thus difficult to judge whether IR
theories are truly international, or merely explain the
foreign policy preferences of Americans. Assessing the
generalizability of experimental results across countries
also holds important implications for equity in the
profession, including whether findings from sites out-
side theUS,whichmay bemore accessible for non-U.S.-
based researchers, yield generalizable results.
To explore these issues, we implemented a preregis-

tered and harmonized multisite replication study
designed to sidestep challenges such as publication bias
(i.e., selective reporting of positive results) and study
comparability (Slough and Tyson 2023). We fielded
four prominent IR experiments—about audience costs
(Kertzer and Brutger 2016; Tomz 2007), democratic
peace (Tomz and Weeks 2013), international law
(Wallace 2013), and reciprocity in foreign direct invest-
ment (Chilton, Milner, and Tingley 2020)—in a set of
seven democracies (Brazil, Germany, India, Israel,
Japan, Nigeria, and the US), which we selected using
a strategy of “purposive variation” (Egami and Hart-
man 2023). Our empirical tests address two key ques-
tions about generalizability: (1) in how many (and
which) countries is the sign of the result consistent with
theoretical predictions? (sign-generalizability) and
(2) is there support for a given theory in the pooled
population of respondents across all our countries?
(meta-analysis). Our sign-generalizability test also
allows us to make speculative inferences about the
direction of effects in countries we did not study,
subject to the plausibility of additional assumptions.
Our study makes three central contributions. First, our

results suggest the somewhat surprising conclusion that,
despite theU.S.-centric base of experimental IR research,
the field does not appear to be in an evidentiary crisis.
Our top-line findings indicate stability of treatment effects
across experiments, country contexts and demographic
profiles of respondents. Though we cannot say whether

we would find such consistent results across all IR theo-
ries or countries of interest, our harmonized replications
of important and well-known experiments from different
substantive domains across a set of purposively varied
countries suggest reasons for optimism.

Second, our findings indicate that the US is not an
outlier in terms of experimental evidence on the micro-
foundations of general IR theories—nor are any of the
countrieswe studied. Americans are different from other
populations in many ways, but our results suggest that
such differences do not dramatically shape experimental
findings across countries for common IR theories.
Rather, in line with recent studies in American politics
(Coppock 2023), the theories we tested appear to exhibit
low treatment effect heterogeneity (Coppock 2019):
samples with considerable variation along a number of
covariates responded similarly to our treatments.

Third, our study has important implications for future
experimental research in both IR and other subfields.
On the one hand, our findings suggest that researchers
can learn much from single-country studies, whether in
the US or elsewhere. This conclusion has important
practical and normative implications, reducing barriers
to entry for non-U.S.-based scholars and for correcting
the impression that the US ought to be the default site
for experimental research. However, our findings also
emphasize the importance of theorizing ex ante about
variables that could moderate treatment effects, incor-
porating measures of these moderators at the design
stage, and probing whether treatment effects are het-
erogeneous within a given sample. Homogeneous treat-
ment effects should increase confidence in cross-
country generalizability. However, heterogeneous
treatment effects, particularly changes in sign (rather
than merely magnitude), should spur scholars to con-
sider how samples in other contexts might differ and
suggest caution in making more general claims.

At the same time, our study demonstrates the value
of harmonized multisite replication studies when such
efforts are possible and research programs are mature
enough to warrant it. Future efforts may rely on our
approach, which brings together an innovative suite of
tools for choosing sites, analyzing experimental data—
building on Egami andHartman’s (2023) framework of
“purposive variation” and sign-generalization—and
designing research to probe theoretically relevant mod-
erators and investigate possible null results. While our
findings provide reassuring insights regarding the gen-
eralizability of IR experimental research, they also
allow us to identify an important context in which one
of our experiments does not replicate and instances
where researchers should be more cautious with regard
to generalizability (i.e., theories that predict heteroge-
neous responses to treatment). In that sense, we view
preregistered harmonized multisite replication studies
as an important component in the IR research cycle in
which researchers establish the generalizability and
scope of single-country findings.

2 We sidestep the issue of the magnitude of effects, which is typically
more relevant for theories about particular policy interventions
(Egami and Hartman 2023 1080–6).
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DEFINING EXTERNAL VALIDITY AND
GENERALIZABILITY

Political scientists often refer to a dichotomy between
internal and external validity. Internal validity refers to
confidence that a given finding results from a particular
experimental manipulation (McDermott 2011a, 28),
and is a quality specific to a particular study
(McDermott 2011a, 28; Shadish, Cook, and Campbell
2002). In contrast, external validity—“the extent to
which a given result is generalizable to alternative
contexts, populations, and measurement strategies” is
not specific to individual experiments (Renshon 2015,
667). Rather, insights about external validity emerge as
repeated replications reveal the extent to which con-
clusions generalize (McDermott 2011a). Scholars have
begun to develop the concept of external validity the-
oretically and generated methods for probing the con-
cept empirically, examining issues including the design
of experiments, nature of the sample, and other factors
(Bisbee and Larson 2017; Hainmueller, Hall, and
Snyder 2015; Kertzer 2022).
We define external validity, that is, generalizability,

as the extent to which existing findings “apply to other
sets of individuals, to other types of interventions, and
in other contexts” (Blair and McClendon 2021, 411).
More specifically, we build on Egami and Hartman
(2023), who decompose external validity into four com-
ponents, X− , T− , Y− , and C−validity, referring to
populations, treatments, outcomes, and contexts/set-
tings, respectively. We aim to assess C−validity: the
extent to which experimental findings generalize from
one context to others where no data currently exist
(Egami and Hartman 2023). Our specific focus is on
cross-country variation in contexts (as opposed to cit-
ies, counties, regions, or other geographic units).
We consider a particular finding generalizable to the

degree that the sign of the effect generalizes across
more country contexts that fall within the bounds of a
theory’s scope conditions. Our conception of general-
izability emphasizes its continuous nature: findings are
“more versus less generalizable” rather than “general-
izable or not.” Our focus on direction and significance
(rather than magnitude of effect) is motivated by
Egami and Hartman (2023, 1086), who recommend
generalizability tests of direction/sign for synthesizing
scientific findings, while reserving tests that implicate
magnitude for evaluating direct policy implications.
Further justification comes from the nature of the
theories we test, which do not feature predictions about
effect sizes either implicitly or explicitly. The scope of
the theory matters by helping to bound our empirical
tests: if, for example, a theory makes predictions about
dynamics within democracies but not within non-
democracies, the scope of that theory might be all
democratic countries. Thus, we would consider the
theory more generalizable to the extent that we find
consistent experimental support for it across an array of
democratic countries.

GENERALIZABILITY IN IR

Foundational IR theories were usually intended to pro-
vide broad insights about interstate relations across a
wide range of countries (see, e.g., Wolfers 1947, 26).
Likewise, contemporary IR theories seek to explain
international politics in “general causal terms”
(emphasis added;Walt 2005, 26). Inboth “grand” frame-
works such as realism and “middle-range” theories such
as the democratic peace, IR scholars typically portray
their theories as providing general explanations of inter-
state relations rather than insights into one specific
country or region. For example, theories of reputation
(Downs and Jones 2002; Wolford 2007) and resolve
(Kertzer 2016) make general predictions about states,
leaders, and perceptions, not restricted to any one state,
leader, or specific empirical context. If a theory applied
to only one country, it would be considered a theory of
that country’s foreign policy rather than a theory of IR.

Given these goals, it is important to assess whether a
given theory is validated by a sufficient base of evidence
from multiple contexts—ideally, an accumulation of
empirical tests from a broad range of countries. Many
scholars have suggested, however, that IR research has
tended to focus on the US (Colgan 2019a; Hoffmann
1977; Kristensen 2015; Levin and Trager 2019).3 Per
Hendrix and Vreede (2019, 311), the US “is not the
eight-hundred-pound gorilla in the literature, but the
three-hundred-thousand-pound blue whale.”

To assess whether the microlevel experimental IR
literature is similarlyU.S.-centric, we conducted a quan-
titative literature review identifying all IR articles con-
taining experimental studies (a total ofN ¼ 216 articles
and n ¼ 369 studies) published in the top political
science journals (APSR, AJPS, JOP) and IR subfield
journals (IO, ISQ, JCR) over the past two decades
(2000–21). Figure 1 provides a heat map of these studies
by country site (location). Strikingly, nearly 60% of the
experiments utilized U.S. subjects. Moreover, the US
was eight times more popular than the next most com-
mon site, Israel.4 Evidently, experimental research on
the micro-foundations of prominent IR theories relies
predominantly on studies of U.S. foreign policy atti-
tudes, behaviors, and perceptions.

Scholars could reasonably worry that conducting
microlevel empirical tests of IR theories nearly exclu-
sively onU.S.-based samples would provide little insight
into broader empirical relationships. The US is wealth-
ier, has longer-standing democratic institutions,5 is more
geographically protected, more conflict-prone, and

3 U.S. centrism is prevalent not only in terms of empirical focus but
also scholars’ countries of residence (Wæver 1998), how PhD pro-
grams train graduate students (Kang and Lin 2019), patterns of
publishing and citation (Kristensen 2012), and even the content of
prominent cross-national datasets (Colgan 2019a). See also Aronow
and Samii (2016) on problems of generalizability even when samples
are representative.
4 This finding echoes Hendrix and Vreede (2019, 311), who point out
that Israel and the US receive scholarly attention far out of propor-
tion to their population, GDP, etc.
5 Though, U.S. democracy scores may be biased (inflated) (Colgan
2019b, 301; Levitsky and Ziblatt 2019).
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FIGURE 1. Heatmap of IR Experiments Published in Six Top Journals between 2001 and 2020 by Country
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more powerful and authoritative than most other coun-
tries. To the extent that such country-level factors affect
ideologies, perceptions, or judgments, experimental
findings from U.S.-based subjects might shed little light
on whether particular theories apply to populations in
other places. U.S. subjects might also be unusual at the
individual level: Americans tend to be less knowledge-
able than peers in other locations (Dimock and Popkin
1997; Levin and Trager 2019), and the US stands out
demographically even from other large, powerful coun-
tries (Brooks et al. 2018), including its “psychologically
unusual” WEIRD peers (Henrich, Heine, and Noren-
zayan 2010b; Jones 2010b, 29; see also Henrich, Heine,
and Norenzayan, 2010a; Jones 2010).
On the other hand, concerns about the risk posed by

focusing onU.S. samplesmight be overblown. Coppock,
Leeper, and Mullinix (2018), for example, use online
convenience samples to replicate 27 (largely non-IR)
experiments that had originally been carried out on
nationally representative samples and find strong corre-
spondence between the original results and the
convenience-sample replications. They interpret these
results as suggesting that many social science experi-
ments exhibit low “treatment effect heterogeneity”: that
is, for many studies, treatment effects do not differ much
across subgroups. One implication of this finding is that
effects from IR experiments might not differ much
across national contexts, either. In IR, at least some
results have been found to be robust to different con-
texts and samples. For example, Renshon, Yarhi-Milo,
and Kertzer (2023) find similar effects of “democratic
reputations” across six national samples; Suong, Despo-
sato, and Gartzke (2020) find that evidence on the
micro-foundations of the democratic peace theory from
the US and the United Kingdom generalizes to Brazil;
and Tomz, Weeks, and Bansak (2023) find that formal
military alliances have robust causal effects across
13 North Atlantic Treaty Organization (NATO) coun-
tries. However, without systematic harmonized research
assessing the generalizability of prominent IR theories,
it is impossible to saywhether theUS focus of existing IR
experiments represents an acceptable base for broader
knowledge or an empirical crisis.

RESEARCH DESIGN

Overview

The conception of generalizability developed above
informs the design of our harmonized multisite repli-
cations. We note four key features of our design. First,
our study is specifically designed to probe generaliz-
ability across multiple studies and contexts, with clear
criteria established ex ante for assessing findings. Pre-
vious IR works have tended to probe a single study’s
external validity by fielding the same instrument—at
times with design variations—at one or two alternative
sites to explore whether an effect identified in an initial
context replicates there (e.g., Lupu and Wallace 2019;
Tomz and Weeks 2013). In contrast, we focus on two

broader questions, each linked to an appropriate sta-
tistical test and research design:

1. In how many (and which) countries do we find
statistically significant results in the theoretically
expected direction? (Sign-generalization test)

2. Is there support—in the form of statistically signif-
icant results in the theoretically expected direction
—for a given theory in the pooled population
of respondents across all our countries? (Meta-
analysis)

A second important feature is our use of “purposive
variation” for selecting country sites. This approach is
designed to yield variation across sites along theoreti-
cally important moderators (Egami and Hartman
2023). It has the advantage of being both principled
and empirically verifiable, while lending itself directly
to the two analytical methods (sign-generalization tests
and meta-analysis) that enable us to answer the ques-
tions outlined above. It also allows us to make infer-
ences about countries outside of the sample, subject to
certain assumptions discussed below.

Third, our design is harmonized, reducing the possi-
bility that idiosyncrasies in timing, logistics, or design
variations could render studies incomparable (Slough
and Tyson 2023). We sought harmony in terms of
treatments and outcomes (identical across countries),
timing (all experiments implemented simultaneously to
hold constant external information environment), and
samples (single survey aggregator to increase compa-
rability across countries). Fourth and finally, we pre-
registered our study to reduce the risk of selective
reporting, which could be particularly salient when
evaluating generalizability.

Given our goals and these design features, we
selected studies that test the micro-foundations of gen-
eral IR theories that should apply beyond the US,
employ relatively simple designs, were found to pro-
duce robust effects in the US, and cross substantive
boundaries within IR. This approach led us to include
experiments on the democratic peace (Tomz and
Weeks 2013), audience costs (Kertzer and Brutger
2016; Tomz 2007), international law (Wallace 2013),
and reciprocity in foreign direct investment (Chilton,
Milner, and Tingley 2020). More information on the
four studies is provided in Section B of the Supplemen-
tary Material, and details of treatments and outcomes
are depicted in Table 1. Below, we describe ourmethod
of site selection in more detail and then summarize our
analytical strategy and outputs.

Choosing Country Contexts Based on
Purposive Variation

Case selection is rarely discussed explicitly, much less
interrogated critically, in experimental research. How-
ever, when the goal is to learn about generalizability,
site selection takes on added importance (Allcott
2015). Below, we detail the purposive country selection
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process (Egami and Hartman 2023) we use to select
seven country sites.
Approaches to case selection can generally be char-

acterized as either random or nonrandom. Random
approaches have obvious benefits but would provide
little leverage here as sample of seven countries does
not permit strong inferences about a broader popula-
tion of interest (i.e., all countries within the scope of a
theory). On the other hand, nonrandom approaches
have their own limitations. For example, convenience
sampling—selecting sites based on ease of access—
perpetuates the disadvantages of relying on
U.S. samples: sites that are easiest for scholars to access
may resemble the US and differ systematically from
less convenient sites. Alternatively, experimentalists
might consider invoking the concept of “least-likely”
(or “hard”) cases from the qualitative methods litera-
ture. However, the “least-likely” approach is mainly
designed to shed light on causal effects in the presence
of confounding, which is not relevant in randomized
experiments.6
We opt for a different nonrandom approach, using

“purposive variation” to select sites that ensure varia-
tion along theoretically important moderators. This

approach addresses two key issues. First, it provides a
framework for investigating heterogeneity in treatment
effects across countries due to observed moderators.
Second, it addresses how to generalize existing evi-
dence to unobserved contexts. Even when a study is
conducted in multiple countries, its findings are inher-
ently “local” and require additional assumptions to
generalize elsewhere (Egami and Hartman 2023,
11–2). Using theoretically informed purposive varia-
tion allows researchers to more credibly make the
“range assumption,” which states that the true causal
effect lies within the range of purposively varied sites
under investigation. Under the range assumption,
researchers can use analytical strategies such as sign-
generalization tests (described below) to extrapolate
from the local findings to more general conclusions.

Given our interest in investigating variation in treat-
ment effects among our selected countries and making
inferences about countries outside of our data, it was
critical to choose cases with sufficient variation in the-
oretically relevant moderators. We specified four key
theoretical components of each study (Findley, Kikuta,
and Denly 2021): (i) Treatment, (ii) Mechanism,
(iii) Outcome, and (iv) Moderators.

For three out of four studies, we identified theoret-
ically relevant moderators—strength of democratic
norms in democratic peace; hawkishness in audience
costs; and international legal obligation in international
law.7 Table 1 summarizes the theoretical components
of all four studies and specifies the expected direction
of the moderating effect.

After parsing the theories, our country selection
proceeded systematically through the process depicted
in Figure 2 (detail in Section C of the Supplementary
Material). First, we determined the scope conditions of
each theory and excluded countries outside those con-
ditions. Since two of our selected studies—audience
costs and democratic peace—make predictions unique
to voters in democracies, and given that public opinion

TABLE 1. Theoretical Components of Our Studies

Treatment Mechanisms Outcome Moderator

Democratic
peace

Adversary regime type Conflict perceived as immoral/
costly

Support for
military attack

Democratic norms
(+)

Audience
costs

Leader backs down after a
threat

Leader perceived as
inconsistent and/or belligerent

Approval of
leader

Hawkishness (−)

International
law

Information that torture
violates international law

Perceived legitimacy of law or
expected cost of violation

Support for the
use of torture

International legal
obligation (+)

Reciprocity
FDI

A foreign country’s FDI
policy

Concern for fairness Support for FDI
policy

NA

Note: Sign in parentheses indicates the direction of the moderating effect.

6 In qualitative methods, “least-likely” cases provide “hard tests” in
that finding support for a hypothesis provides particularly strong
evidence in favor of the relevant theory. For example, consider a
theory involving an independent variable (X), a dependent variable
(Y), and potential confounding variables (Z) related to bothX andY.
In qualitative methods, a case is “least likely” if the observed level of
X predicts a particular value of Y, but an alternative explanation (X0)
predicts a different value ofY (e.g., Gerring and Cojocaru 2016). IfY
takes on the value predicted by X even though other background
variables predict a different outcome, the theory passes a “hard test,”
increasing confidence in its predictive power. Put differently, least-
likely designs are meant to shed light on causal effects given potential
confounding. However, confounding is already addressed in exper-
iments by randomizing the treatment within each country: there are,
by design, no uncontrolled variables that would predict a value of Y
other than that predicted by the value of the independent variable. A
better analogy from the qualitative literature is the concept of “causal
heterogeneity,” where, even if there is no confounding, the theory
might predict the independent variable to have one effect in one
context, and a different effect in another context (Seawright 2016).

7 When mechanisms and moderators were not discussed in detail, we
built on the authors’ theoretical framework to identify them. We
contacted all authors to confirm our interpretations.

Lotem Bassan-Nygate et al.

6

ht
tp

s:
//

do
i.o

rg
/1

0.
10

17
/S

00
03

05
54

24
00

11
99

 P
ub

lis
he

d 
on

lin
e 

by
 C

am
br

id
ge

 U
ni

ve
rs

ity
 P

re
ss

https://doi.org/10.1017/S0003055424001199


likely plays a larger role in democracies, we focus on
countries above a minimum threshold of democracy
(Polity ≥ 6). Second, we sorted all countries meeting
this scope condition by policy importance, prioritizing
more powerful countries that aremore consequential in
world politics. This entailed sorting democracies based
on their Gross Domestic Product (GDP) and ranking
more powerful countries over less powerful ones, all
else equal, though without sacrificing key variation
along moderators as described below.
Third, we aimed to maximize variation along tradi-

tional demographic factors (both measurable and
latent) by selecting one country from eachmajor region
of the world.8 Fourth, we verified variation along our
predefined moderators: military expenditures
(to proxy for hawkishness), years since becoming a
democracy (to proxy for democratic norms) and num-
ber of ratified human rights treaties (to proxy for

international legal obligations).9 As demonstrated in
the bottom-right panel of Figure 2, our selected coun-
tries yielded substantial variation, with at least two
countries above and two below the cross-national mean
of each moderating variable. Finally, we verified that
Lucid/Cint operated in the selected countries and was
able to match country samples on key demographics of
the general population of interest (i.e., gender and age).
Luckily, this step did not constrain case selection—and
is thus not depicted in Figure 2—as Lucid/Cint was able
to offer samples from all selected countries (Brazil,
Germany, India, Israel, Japan, Nigeria, and the US).

Expectations and Analytical Strategies

Above, we identified two key questions about general-
izability: (1) In how many (and which) of the countries
do we find treatment effects in the theoretically
expected direction? (2) Is there support for a given
theory in the pooled population of respondents from all
seven countries? To answer these questions, we report
two key estimations—a sign-generalization test and a
meta-analysis—in both cases focusing on direction
rather than magnitude of effects.

FIGURE 2. Steps in Selecting Countries for Replication

Democracy Non−Democracy NA

Step 1: Determine scope conditions

Over 2.5 trillion

1 trillion − 2.5 trillion

500 billion − 1 trillion
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Step 4: Verify potential variation across key moderators

Note: GDP data are from the World Bank (2022). Military expenditure data are from Stockholm International Peace Research Institute
(SIPRI N.d.). Physical integrity rights data are from Fariss (2019).

8 We rely on theWorld Bank’s seven regions—Latin America, North
America, South Asia, East Asia, Europe, Sub-Saharan Africa, and
the Middle East.
9 While theoretical moderators are often at the individual level, our
site selection process used country-level proxies in deference to data
availability.

The Generalizability of IR Experiments

7

ht
tp

s:
//

do
i.o

rg
/1

0.
10

17
/S

00
03

05
54

24
00

11
99

 P
ub

lis
he

d 
on

lin
e 

by
 C

am
br

id
ge

 U
ni

ve
rs

ity
 P

re
ss

https://doi.org/10.1017/S0003055424001199


Sign-Generalization Test

To assess the extent to which the direction of causal
effects is generalizable, we use the sign-generalization
procedure proposed by Egami and Hartman (2023).
This approach leverages design-based purposive vari-
ation (in our case, across countries) and employs a
partial conjunction test to estimate the share of exper-
iments yielding a precisely estimated effect in the the-
oretically expected direction. We consider a particular
finding generalizable to the extent that support for it—
in the form of precisely estimated Average Treatment
Effects (ATEs) in the theoretically expected direction
—can be found across a variety of contexts within the
bounds of a theory’s scope conditions. The more vari-
ous the contexts in which those results are found, the
more generalizable a result would be.
The sign-generalization test has two key advantages.

First, it allows us to directly answer our question of
interest while properly accounting for multiple com-
parisons.10 The intuition is that (for each study) we
compute one-sided p-values separately for each coun-
try, sort them in order of size (pð1Þ ≤ pð2Þ… ≤ pðkÞ) and
implement a partial conjunction test (for which no
further adjustment for multiple comparisons is neces-
sary).11 The output is a percentage estimating the
number and identity of countries in which a given
treatment has a significant effect in the same direction.
The test’s second advantage is its ability to generalize

outside of our sample of countries. As Egami and
Hartman (2023, 1081) explain, concerns about external
validity are fundamentally about variation that is not
observed. Even in a study such as ours with harmonized
experiments across seven countries, we would like to
know the extent to which our results generalize outside
of our sample(s) to the broader population. Sign-
generalization lets us justify these inferences outside
of our sample to the extent that the “range assumption”
holds: the target population ATE (unobserved) is
within the range of causal effects identified in our
purposively selected countries. Because we selected
countries to generate variation along key moderators,
the range assumption is plausible (though inherently
not empirically verifiable).

Meta-Analysis

Second, to identify the underlying support for a given
theory across our (pooled) respondents, we use a meta-
analytic research design, the generally recognized gold
standard for “combining data from multiple
experiments…” (Blair and McClendon 2021, 412) in
order to “obtain a more precise estimate of the ATE in
the population” (Gerber and Green 2012, 362). In
contrast to many meta-analyses, which are “post-
study” designs in which data from existing research

are combined, we create our data through fielding a
set of coordinated, simultaneous experiments (Blair
and McClendon 2021, 414).

The output is a cross-country meta-analytic
effect, representing the average of effects across all
countries under investigation (Borenstein et al.
2021). This involves two steps. First, we estimate
bivariate (outcome � treatment) country-specific
Ordinary Least Squares (OLS) regressions to iden-
tify country-average treatment effects (and their cor-
responding standard errors) for each experiment.We
then aggregate these ATEs using a meta-analytic
random-effects model, which essentially provides a
weighted average of effects from all countries
(Borenstein et al. 2021). Weights are determined by
the inverse of the variance of each study’s average
treatment effect (representing sampling variability),
as well as by the variance of effects across studies
(representing the heterogeneity of the true effect
across countries).12

Power and Interpreting Individual Null Results

We determined our sample size by power analyses
ensuring that we are well-powered (> 80%) to identify
original point estimates for each input into the metanal-
ysis (i.e., within each country, α ¼ 0:05; see Figure A8,
Dataverse-only Appendix). Because this is a more
demanding standard, our estimates ensured that our
other empirical test (sign-generalization) was extremely
well-powered (> 90%, see Figure A9, Dataverse-only
Appendix). Power is particularly important in the case
of generalizability studies, as low power can lead to
spurious estimates of “high generalizability” (Coppock
2019, 8). While our visualizations below can sometimes
draw attention to differences in magnitudes of effects
across various country or study combinations, we are not
powered to detect such differences.

Of course, any given study-country combination may
produce a null or even opposite result for various
reasons, including random chance. Our conception of
generalizability is not binary, so the existence of null
results for a given experiment would not automatically
yield the conclusion that a study does not generalize.

10 This is subtly different from tallying up the number of significant
ATEs by study, which would be on shaky ground because each
countryATE represents the p-value of a particular test in a particular
country (after correcting for the six other tests), and thus should be
interpreted on its own.
11 For details, see Egami and Hartman (2023, 1082).

12 The meta-analytic random effects model assumes that for our
population of interest—countries within our theoretical scope con-
ditions—there exists a distribution of effect sizes for a given treat-
ment. Under the assumption that our country-specific ATEs
represent a random draw from the broader distribution of ATEs,
our random effects model provides the mean and variance of the
overall distribution of ATEs (Borenstein et al. 2021). While this is
probably an overly strong assumption given the number of countries
in our sample—even a random draw of seven countries out of the
overall population would likely not suffice—our approach allows us
to learn about a general and substantively important quantity of
interest—the average of ATEs across countries within our scope
conditions, and the variance of this ATE. Alternative approaches,
namely fixed effects meta-analyses, assume there exists one true
value of the ATE across all countries (rather than a distribution of
ATEs), and that any observed variance in ATEs across countries is
due entirely to sampling variability. In contrast, our random effects
models make the more plausible assumption that variance across
countryATEs is due to a combination of sampling variability and true
cross-site variation in ATEs (Borenstein et al. 2021).
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However, null results would provide evidence that a
finding does not hold in a particular context and the
more null findings that accumulate, the more circum-
spect our conclusions about generalizability would be.
The interesting question then becomes, why would a

study replicate in some country contexts but not
others? Within the confines of space and resource
constraints, we designed our studies to probe such
results. We preregistered secondary analyses related
to attentiveness, respondents having a particular coun-
try in mind, the plausibility of the scenarios, and effect
heterogeneity along theoretically relevant moderators.

GENERALIZABILITY OF IR EXPERIMENTS:
RESULTS

We fielded our harmonized study in all seven countries
in late January and early February 2023 using Cint.13
For each country, we collected data from around three
thousand attentive respondents recruited to mirror the
local population in terms of gender and age distribu-
tion. We allowed respondents to choose between
English and the dominant national language.14 Each
survey started with a consent form, followed by atten-
tion checks embedded in a battery of pretreatment
measures of social and political dispositions. Attentive
respondents proceeded to our four experiments, shown
in randomized order. Section A of the Dataverse-only
Appendix details our survey instruments whereas
Section E of the Supplementary Material reports
descriptive statistics of each sample.

Strong Support for Sign-Generalization
among IR Experiments

Figure 3 displays results from sign-generalization tests
for each of the four experiments to evaluate in how
many and which countries the sign of the result
matches theoretical expectations. As indicated by
the flags and associated p-values, audience costs
(top-left panel) yields a high level of sign generaliz-
ability with p-values < 0:05 across all seven countries.
We obtain similar findings for reciprocity FDI (bottom
right panel); p-values for all seven countries are
again estimated to be < 0:05. The bottom-left panel
of Figure 3 shows that for international law, the sign-
generalization test yields five p-values < 0:05;
suggesting sign generalizability of over 71%. Notably,
however, the two remaining p-values are around p ¼
0:05:We thus construe the pattern of results for inter-
national law to imply relatively high levels of sign-
generalizability across countries.
Turning to democratic peace in the upper-right

panel of Figure 3, we find broad support for sign-

generalization, with partial conjunction p-values < 0:05
for five out of seven countries. The countries with
p-values > 0:05 are Nigeria (p ¼ 0:09) and India
(p ¼ 0:41). We interpret the relatively small p-value in
Nigeria (p < 0:1) as providing suggestive evidence for sign-
generalization in that context. However, our data suggest
that findings on the micro-foundations of the democratic
peace theory do not generalize to our India sample, a
finding we further interrogate below.

Overall, our sign-generalization tests suggest that the
experimental findings we replicate have a high degree
of generalizability within our selected countries. The
relatively high levels of generalizability found in our
studies also engender some confidence that these find-
ings would generalize outside of our sample to coun-
tries where the range assumption (detailed by Egami
and Hartman 2023 and also below) is plausible.

Strong Underlying Support for
Generalizability Using Meta-Analysis

Figure 4 displays the meta-analyses for all four exper-
iments, assessing the underlying support for each the-
ory across the pooled sample of countries. The top
panel displays the meta-analytic average treatment
effect for each experiment. These are based on the
country-specific average treatment effects, shown in
the middle panel along with 95% confidence inter-
vals.15 The bottom panel shows the point estimate
and 95% confidence interval from the original studies
—all using U.S. survey respondents—for reference.

To calibrate our replications, one can compare the
direction and precision of the ATEs from the original
studies (fielded in the US) with the ATE from our
U.S. sample (bottom row of middle panel). The ATEs
from our U.S. sample converge with the original study
ATEs in both statistical significance and direction. This
suggests both that our studies (as fielded) were appro-
priately comparable to the original studies and helps
rule out any temporal changes that might have affected
respondents’ reactions in the interim between the orig-
inal studies and ours.

The general pattern of results in Figure 4 is both
striking and reassuring: all four meta-analytic point
estimates are precisely estimated in the same direction
as those from published U.S.-based experiments. We
interpret the overall pattern in Figure 4 as suggesting
that average treatment effects in the US—whether as
part of our replications or in the original studies—are
representative of the underlying level of support for a
given theory in our cross-national sample. Indeed, in
terms of the direction of effects, the substantive conclu-
sions one would draw from studies in the US are iden-
tical to those one would draw from experiments
implemented in a diverse set of countries with varying
institutional, cultural, and economic characteristics.
Notably, the directional congruence between original

13 Cint acquired Lucid in 2021.
14 We made the survey instrument available in the one or two
dominant languages in all countries, requiring translation for all
countries aside from the US and Nigeria. The Supplementary Mate-
rial shows that most subjects took the survey in their home-country
language. A list of minor wording changes to address cross-site
comparability is in Section D of the Supplementary Material.

15 Our supplementary analyses further adjusted p-values for false
discovery rates (Benjamini and Hochberg 1995), applying Benja-
mini–Hochberg corrections at the experiment level accounting for
seven tests of the same hypothesis, and do not change the interpre-
tations of our findings.
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point estimates and those from our meta-analyses is not
an artifact of a small number of countries generating
large effects and compensating for null or negative
findings inmost countries. Indeed, across our 28 country-
experiment dyads, there is no instance of support for an
effect in the opposite direction, and only three where
point estimates are not statistically significant.
Although we did not preregister predictions about

effect magnitudes (and the relevant theories lack clear
predictions about effect sizes), readers might be inter-
ested in what our results suggest on that dimension. For
audience costs and democratic peace, our meta-analytic
ATEs are around half the size of the effects estimated
in the original studies, while in international law the
ATEs were similar, and in reciprocity FDI, our meta-
analytic ATE appears to be about two-thirds as large as
the originally estimated ATE. Future research might
further investigate these potential patterns.
Together, the results in Figures 3 and 4 suggest

optimism regarding the generalizability of IR experi-
ments using two different approaches. We now turn to

preregistered analyses designed to interrogate the one
clear instance in which a study failed to replicate.

Probing the Null: Why No Democratic Peace
in India?

The one clear exception to the pattern of generalizable
results we found was the democratic peace study in
India, where the effect of democracy on support for
an attack yielded a null finding (β ¼ −0:01, p ¼ 0:818,
CI ¼ ½−0:1, 0:08�). Fortunately, we anticipated poten-
tial null results and preregistered analyses designed to
shed light on such situations.

Section I of the SupplementaryMaterial details these
analyses, which provide strong evidence against sce-
nario implausibility, low attentiveness, ceiling or floor
effects, or priming of specific countries (Dafoe, Zhang,
and Caughey 2018) as explanations for the null democ-
racy effect in India.

Among our prespecified moderators, three pieces of
evidence suggest that weak democratic norms in India
might help explain at least part of the null effect:

FIGURE 3. Sign-Generalization Test

0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 0.00 0.01
0.05 0.05

0.00 0.00 0.00 0.00 0.02

0.09

0.41

0.00 0.00 0.00 0.00 0.00 0.00 0.01

International Law Reciprocity FDI

Audience Cost Democratic Peace

1 2 3 4 5 6 71 1 2 3 4 5 6 71

0.0

0.2

0.4

0.6

0.0

0.2

0.4

0.6

Threshold

P
ar

tia
l C

on
ju

nc
tio

n 
P

−
V

al
ue

Note: For each experiment, we report the proportion (r out of k) of country replications that generalize in the theoretically expected direction.
Countries are denoted by flags and partial conjunction p-values are denoted above each flag. Results are illustrated in Table A2 in the
Supplementary Material.
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1. Support for democratic norms significantly attenuates
the effect of the democracy treatment across our full
sample of all countries (see Figure A2 and Table A12
in the Supplementary Material, respectively).

2. Our India sample exhibits the lowest support for
democratic norms amongst our country samples
(μ ¼ 2:82 in India compared to μ ¼ 3:23 for all other
countries, see also Figure A1 in the Supplementary
Material).

3. We find suggestive evidence—in light of our limited
power to detect within-country moderation effects
—that norms do moderate treatment effects within
India (see Table A13 and Figure A5 in the Supple-
mentary Material; the interaction between norms
and the democracy treatment in India is estimated
at β ¼ −0:17, p ¼ 0:058).

We speculate that the remaining answer involves
historical dynamics surrounding conflict with neighbor-
ing Pakistan. Given that Pakistan has been considered a
democracy for significant parts of its history (Marshall
and Gurr 2020), Indian respondents may believe that
democracies do not adhere to norms of peaceful conflict
resolution and pose significant threats, undermining key
mechanisms of the democratic peace (Tomz andWeeks
2013). This result highlights the usefulness of empirical
studies that probe scope conditions—both empirical and
theoretical—and the importance of empirical research
for theory-building. Ultimately, however, it is important
to contextualize this null result within the broader pat-
tern of findings, which reveals a high degree of general-
izability for our four experiments across seven countries.

Explaining Generalizability: Limited
Treatment Effect Heterogeneity

What explains the strong degree of correspondence
between estimates from the US and other countries?
Below, we describe exploratory analyses designed to
adjudicate between two possibilities:

1. Similar sample characteristics (i.e., low variation in
the composition of the samples across countries).

2. Limited treatment effect heterogeneity (i.e., different
individuals respond to a treatment in similar ways).

Overall, exploratory analyses indicate that (2) is con-
siderably more plausible than (1). We find substantial
variation in the composition of our samples across
countries but little evidence of treatment effect hetero-
geneity. Although we cannot definitively provide evi-
dence for the obverse (treatment effect homogeneity),
we conclude it is a plausible explanation for the
overall correspondence in results that we observe.
We provide evidence for limited heterogeneity in
three ways: by exploiting variation in our preregis-
tered theoretical moderators, by utilizing a test of
systematic heterogeneity proposed by Ding, Feller,
and Miratrix (2019), and by contrasting results for
our main studies with an extension of our audience
costs study that was designed to have high levels of
treatment effect heterogeneity.

Similar Sample Characteristics

One possible explanation for our consistent results
involves characteristics of the samples we collected.

FIGURE 4. Meta-Analysis
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For example, perhaps our online convenience samples
inadvertently selected for subjects who are particularly
“WEIRD” or resemble U.S.-based respondents along
other dimensions. Put simply, perhaps the treatment
effects are similar because the people in the studies are
similar. However, we find little support for this expla-
nation. Figure A1 in the Supplementary Material dis-
plays distributions of key covariates and demonstrates a
meaningful degree of cross-country variation along
hawkishness, international legal obligation, and support
for democratic norms.16 In Table A16 in the Supple-
mentary Material, we formally test differences between
country samples by regressing themoderators as well as
a host of demographic variables (education, ideology,
and age) over country indicators. If country samples
vary along covariates (in comparison to the reference
category of the US) then inadvertent cross-country
similarity in samples is unlikely to explain our main
pattern of results. Since 33/36 of these estimates are
significantly different from theUS,we conclude that our
country samples do indeed vary along demographic and
theoretically relevant covariates that we measured, and
that cross-country similarity in samples is thus unlikely
to explain our main pattern of results.

Limited Treatment Effect Heterogeneity

Asecond possible explanation for the consistent pattern
of results involves low treatment effect heterogeneity. If
treatment effects are homogeneous, then differences
between samples (such as the variation established
above) do not matter for generalizing: findings from
one set of respondents can be generalized to other
populations because even very different people react
similarly to treatment (Coppock 2019, 615). Indeed, in
line with the substantive interests of IR scholars, we
intentionally chose studies testing the observable impli-
cations of general IR theories thought to hold—that is,
to produce treatment effects in the same direction—
across different contexts.
Our first step in investigating this possibility was

to evaluate how our results vary across individuals as a
function of the theoretically based moderators we mea-
sured (democratic norms in democratic peace; hawkish-
ness in audience costs; and perceptions of international
legal obligations in international law). Table A12 in the
Supplementary Material reports our results for each
experiment when pooling across country samples, dem-
onstrating that: (1) there are statistically significant
moderating effects in democratic peace and interna-
tional law (but not audience costs) but that (2) even in
those cases, the moderators never change the direction
of the ATE. Instead they merely attenuate or amplify
the treatment effect (FiguresA2–A4 in the Supplemen-
tary Material).

An alternate way to investigate treatment effect
heterogeneity is to consider variation within country
samples. Doing so, we again fail to find strong evidence
of moderation alongmeasured covariates: for example,
in international law, the moderator “perceptions of
international legal obligation” has a significant attenu-
ating effect in only one of seven countries and never
reverses the sign of the effect (the same is true of
democratic peace; see Figure A5 and Tables A13–A15
in the Supplementary Material). In audience costs,
“hawkishness” significantly interacts with the treat-
ment in only two out of seven countries and in only
one of those countries (Germany) is the direction of the
moderation counter to the theory’s predictions (even
there, the sign of the ATE does not flip except at the
most extreme possible value of hawkishness). Buttres-
sing our interpretation that causal conclusions would
stay the same even in populations very different from
our samples are the results from an analysis of external
validity bias contained in Section G of the Supplemen-
tary Material. One reason that these various analyses
are only suggestive, however, is that we may have
limited power to examine variation within countries.
Overall, the results suggest that the moderation effects
are substantively somewhat small and do not shape the
direction of the ATEs.

We complement this exploratory analysis with a
formal procedure proposed by Ding, Feller, and Mira-
trix (2019), which tests the null hypothesis that a treat-
ment effect is constant across all units, allowing us to
estimate the presence of significant systematic variation
within each country-study pair. Formally, the test lever-
ages a Fisher Randomization Test (requiring minimal
assumptions) to test a null hypothesis of homogeneity
in average treatment effects. In Table 2, we report
results from this test, correcting for multiple compari-
sons as suggested by Coppock (2019). The table reports
the number of models in which we can reject the null of
constant treatment effects across units; higher numbers
for a given experiment (row) suggest more systematic
variation in treatment effects. Out of 28 country-study
pairs in the main preregistered analyses (above the
horizontal line), only nine show evidence of systematic
heterogeneity. Thus, in the majority of country-study
pairs, we cannot reject the null of homogeneity. And,
indeed, this accounting might overstate meaningful
heterogeneity since the test does not distinguish
between heterogeneity that shifts magnitudes of treat-
ment effects and heterogeneity that flips the direction
of effects for certain subgroups.

Though one might be tempted to declare this a case
of “low heterogeneity,” there is no obvious bar for what
constitutes “high” or “low” heterogeneity in this type of
analysis, rendering a definitive interpretation difficult.
Additionally, we may not be powered to detect small
moderation effects across all country-study pairs.17

16 Variation along some of these moderators strikingly matches our
country-level proxies—see, for example, the country distributions of
our hawkishness measure compared to the military expenditure
proxy in Figure 2. Other proxies proved less precise, but we none-
theless observe variation across countries, as seen in Table A16 in the
Supplementary Material.

17 Nevertheless, our ad hoc simulation study presented in Figure A6
in the Supplementary Material shows that given our large sample
size, we should be well-powered to detect treatment effect heteroge-
neity on the scale of 0.15 SD.
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Overall, however, these exploratory analyses do sug-
gest that we cannot rule out treatment effect homoge-
neity as a plausible explanation for our strong pattern
of generalizability.
As a final way to approach this issue, we analyze an

extension to our audience costs experiment. Recall that
the preregistered audience costs study was chosen in
part because its effects were predicted to be relatively
unconditional, and we found evidence to support this
above: even extreme values of the hawkishness mod-
erator did not flip the sign of the ATE. We also fielded
an extension to the main study based on Kertzer and
Brutger (2016) that decomposes audience costs into
“belligerence” and “inconsistency” costs: the costs that
leaders pay for engaging in bellicose behavior and the
costs the leaders pay for not following through on their
statements, respectively. Kertzer and Brutger (2016)
theorize and provide evidence that there is respondent-
level variation in who punishes versus rewards bellig-
erent leaders; put differently, high levels of treatment
effect heterogeneity.
By comparing audience costs to the Kertzer and

Brutger (2016) version (ACextension), we can compare
studies predicted to have varying levels of treatment
effect heterogeneity. The results in audience costs com-
pared the “back down” to “stay out” conditions, but in
AC extension (described in Section I of the Supplemen-
tary Material), respondents were assigned to three
experimental conditions, allowing us to decompose
the general audience cost into belligerence and incon-
sistency costs.
Section I of the Supplementary Material shows that,

consistent with our expectation of differences across
groups and contexts, the belligerence treatment (the
effect of “engaging” versus “staying out”) yields null
effects in two countries, negative effects in two coun-
tries, positive effects in three countries, and an overall
null meta-analytic ATE. In Figure A3 in the

Supplementary Material, we further shows that hawk-
ishness not only moderates belligerence costs in AC
extension, but that the sign on the treatment effect
actually flips at high versus low levels of hawkishness,
in linewithKertzer andBrutger’s expectation that hawks
will reward belligerence while doves punish it (see also
Figure A10 in the Supplementary Material). Further-
more, the treatment effect heterogeneity test proposed
by Ding, Feller, and Miratrix (2019) shows that there is
systematic treatment effect heterogeneity in 7/7 of
country-pairs (see bottom row of Table 2).18 In sum,
comparingour general patternof results discussed above,
where treatment effects are largely homogeneous, with
results from AC extension, where treatment effects are
heterogeneous, further suggests that the generalizability
of our main findings may be driven by limited treatment
effect heterogeneity.

CONCLUSION

This article was motivated by concerns that the breadth
of experimental evidence in IRdoes notmatch the scope
of its underlying theories. Although most IR theories
make predictions intended to apply to a wide array of
countries, past experimental studies on the micro-
foundations of such theories have overwhelmingly relied
on U.S.-based samples. To examine the extent to which
prominent experimental findings generalize to a diverse
set of countries, we fielded a preregistered and harmo-
nized multisite replication of four prominent IR studies
across a set of seven democracies purposively chosen to
ensure variation in key variables that could moderate
the treatment effects we set out to test.

We found that all four experiments produced consis-
tent results—in direction and significance—across a
wide array of democracies. Our sign-generalizability
analysis revealed that our replications exhibited consis-
tent levels of generalizability—five out of seven coun-
tries for democratic peace and international law and
seven out of seven countries for audience costs and
reciprocity FDI. Our meta-analysis revealed statistically
significant meta-ATEs in the predicted direction for all
four studies, and in no individual country did we find an
effect in the “wrong” direction. In only one situation—
democratic peace in India—did treatments yield a clear
null effect, deviating from the overall pattern of results.
Of course, we cannot know without additional replica-
tions whether a different set of experiments would have
yielded equally consistent results across countries, and
indeed, secondary analyses indicate that tests of theories
with more conditional predictions may not replicate as
widely. However, our replication of four experiments
testing general IR theories, with varying substantive
focuses, replicated consistently across seven diverse

TABLE 2. Results for Tests of Systematic
Treatment Effect Heterogeneity Developed by
Ding, Feller, and Miratrix (2019)

Study
N

comparisons
N

significant

N significant
(BH

adjustment)

Audience Costs 7 3 2

Democratic Peace 7 3 0

International Law 7 3 3

Reciprocity FDI 7 4 4

Audience Costs
Extension

7 7 7

Note: N Comparisons is the number of countries per study, while
the next two columns denote the number of countries (per study)
in which we can reject the null of homogeneous treatment
effects, both raw and (third column) after adjusting for multiple
comparisons. The top four rows denote our main studies,
whereas the last row refers to AC Extension.

18 See also Section F of the Supplementary Material for comparison
of I2 statistics, testing for heterogeneity in treatment effect between
country-samples.
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countries without producing a single example of contra-
dictory treatment effects.
Consistent with other replication studies (Coppock

2019; Coppock, Leeper, and Mullinix 2018), we found
that the most plausible explanation for our general
pattern of results relates to limited treatment effect
heterogeneity. However WEIRD Americans may be,
the US does not appear to be an outlier when it comes
to experimental results on the micro-foundations of IR
theories. American respondents differ from respon-
dents in other countries in terms of key demographic
attributes (Henrich, Heine, and Norenzayan 2010b),
and may have atypical foreign policy preferences (see
Figure A1 and Table A16 in the Supplementary Mate-
rial), but their responses to treatment in our experi-
ments were similar to those of subjects in other
countries. This insight parallels other research docu-
menting a strong degree of correspondence between
different samples in political science experiments
(Coppock, Leeper, and Mullinix 2018; Kertzer 2022).
Thus, while it remains true that past experimental work
has focused heavily on U.S.-based samples, we find
little evidence that this reliance has led to wildly dis-
torted conclusions about the micro-foundations of
prominent theories of IR.
These findings have striking implications for future

research in both IR and political science more broadly.
On the one hand, our findings underscore the value of
preregistered and harmonized multisite replication stud-
ies in the potentially limited contexts in which scholars
have resources to field such studies or are able to pool
resources and coordinate their approaches. In contrast to
uncoordinated single-site replications, coordinated
approaches sidestep common challenges of design incon-
sistency that pose analytical hurdles for aggregating
findings across contexts. Moreover, the transparency of
such approaches limits the potential for selective report-
ing and file drawer problems, which ultimately result in
publication bias. By allocating significant resources and
coordinating multiple simultaneous replication studies
across various countries, we were able to learn how
specific findings generalize, pinpoint one instance of
failed replication, and substantiate our interpretation
that broader patterns of generalizability are explained
by low effect heterogeneity in IR experiments testing
general, rather than conditional, theories. Similar studies,
when feasible, are a useful part of the research cycle in IR
in which knowledge accumulates over time (McDermott
2011a; Samii 2016).
However, our findings also highlight the perhaps

surprising potential value of single-country studies for
testing the micro-foundations of general IR theories,
whether such studies are fielded in the US or in other
countries. In almost all of the 28 study-site combina-
tions we examined, we found that the substantive
conclusions one would have drawn from any one
particular site would have been the same had one
happened to choose a different site. For scholars with
easy and/or inexpensive access to U.S.-based samples,
our findings thus provide some reassurance that much
can be learned from U.S.-based studies. At the same
time, our findings should hearten scholars based

outside the US, or who have convenient or inexpen-
sive access to non-U.S.-based samples for other rea-
sons, as their findings may have greater
generalizability than previously believed. Our find-
ings thus have the potential to improve access to
experimental research for both U.S.- and non-U.S.-
based scholars and to decenter the US as the standard
site for experimental research.

Our approach also offers guidance for how to place
claims about generalizability on firmer theoretical and
empirical footing through deliberate choices at the
design stage. Whenever possible, scholars should theo-
retically and empirically interrogate the extent to which
their treatment effects are homogeneous versus hetero-
geneous. Ideally, this entails theorizing ex ante about
variables that could moderate average treatment effects
and incorporatingmeasures of thesemoderators into the
experimental design.Ex post, researchers should test for
treatment effect heterogeneity and use these tests to
inform arguments about generalizability. If treatment
effects appear markedly heterogeneous, scholars should
be cautious about making strong claims about general-
izability. Scholars could further distinguish between
Heterogeneous Treatment Effects (HTEs) in which
covariates shift the magnitude of a treatment effect
between subgroups versus HTEs in which the sign of
the treatment effect flips. However, when treatment
effects show relatively low heterogeneity—as we find
in our study—bolder claims may be warranted.
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